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ICU



What if	we were able	to	
predict critical events ?



PROBLEM:	discrimination	acceptable	but calibration	
is	bad



Why	?

• Possible	reasons:
– ↓	mortality	over	time
– Geographical	Disparities
– Explanatory	variables	deprecated
– Logistic	regression	model	

• Unrealistic	assumptions
• intrinsically	 biased
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Why	?

• Possible	reasons:
– ↓	mortality	over	time
– Geographical	Disparities
– Explanatory	variables	deprecated
– Logistic	regression	model	

• Unrealistic	assumptions
• intrinsically	 biased

=>	MACHINE	LEARNING	?



MACHINE	LEARNING

• Since	the	1960’s	gazillion	algorithms!
– Neural	network,
– Regression	trees,

• Recursive	partitioning	(CART),	
• Bagged	CART,	Pruned	CART,	Boosted	CART,

– k-nearest	neighbor	classification,	
– Random	Forest,		
– Support	vector	machine,	…

• How	to	make	choice	?
– We’d	like	to	let	the	data	make	their	own	choice	!



Ensemble	Machine	Learning

SUPER	LEARNER



van	der	Laan,	Targeted	Learning,	Springer	2011	

the functional form of the model. The super learner prediction is then based on combining
the predictions from each candidate learner on the entire data set with the weights from the
cross-validation step.
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Super Learner

2. Train each 
candidate learner

3. Predict the outcomes in the 
validation block based on the 
corresponding training block 

candidate learner

1. Split data
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by combining predictions from

each candidate learner (step 0)
with m(z;β) (steps 1-4)

Figure 19.1: Flow diagram for super learner

19.4 Extensions for Censored Data

In a prospective trial the data may be subject to right censoring. In both methods above,
right censoring leads to the outcome Z being missing. The data structure is extended to
include an indicator for observing the outcome. Let C be the censoring time (for individ-
uals with an observed outcome we set C = 1). Define � = I(C > t). � = 1 when the
outcome is observed and � = 0 when the outcome is missing. The observed data is the set
(W,A, �, Y �). For the first method, we propose using the doubly robust censoring unbiased
transformation [3]. The doubly robust censoring unbiased transformation generates a new
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1. Library
2. Loss	function
3. Cross	validation



Oracle	Properties

• The	SL	performs	as	well	(in	terms	of	expected	
risk	difference)	as	the	oracle	selector
– If	none	of	the	candidate	learners	converge	at	
a	parametric	rate,	the	SL	performs	
asymptotically	as	well	as	the	oracle	selector

– If	one	of	the	candidate	learners	is	a	
parametric	model	and	that	parametric	model	
contains	the	truth,	the	SL	achieves	the	almost	
parametric	rate	of	convergence	log	n/n.	



Lancet Respir Med. 2015 Jan;3(1):42-52.



MIMIC-II	
• Publically	available	 ICU	data	from	Beth	Israel	Deaconess	Medical	Center	

(BIDMC)	à	Boston,	MA	since	2001.	
– Medical	ICU	(MICU),	Surgical	and	Trauma	ICU	(TSICU),	Coronary	Care	ICU(CCU),	Cardiac	

Surgery	 ICU	(CSRU)	and	medico-surgical	ICU	(MSICU)	

• Still	ongoing	inclusions
– Dataset	frozen	on	12/2012
– Patients	>15	y/o

• Primary	outcome:	hospital mortality
• Variables:	same	as	SAPS	II	score

– Dichotomized	as	in	SAPS	 II	(Super	Learner	1)
– Raw	variables	(Super	Learner	2)

Lee,	Conf	Proc	IEEE	Eng	Med	Biol	Soc	2011
Saeed,	Crit	Care	Med	2011



N=24,508	patients



SAPS	II



SAPS	II

Super	Learnerhttp://webapps.biostat.berkeley.edu:8080/sicula/



Usefulness	of	Mortality	Prediction

Mortality	
Prediction

How	can	I	use	this	
information	to	prevent	it	?



Usefulness of	Mortality Prediction

Mortality
Prediction

Series of	preventable
events leading to	ICU	

mortality ?

1. Frequent
2. Associated with 

the outcome
3. Actionable
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RESEARCH

Mean arterial pressure and mortality 
in patients with distributive shock: 
a retrospective analysis of the MIMIC-III 
database
Jean-Louis Vincent1* , Nathan D. Nielsen2, Nathan I. Shapiro3, Margaret E. Gerbasi4, Aaron Grossman5, 
Robin Doroff5, Feng Zeng6, Paul J. Young7 and James A. Russell8

Abstract 
Background: Maintenance of mean arterial pressure (MAP) at levels sufficient to avoid tissue hypoperfusion is a key 
tenet in the management of distributive shock. We hypothesized that patients with distributive shock sometimes 
have a MAP below that typically recommended and that such hypotension is associated with increased mortality.

Methods: In this retrospective analysis of the Medical Information Mart for Intensive Care (MIMIC-III) database from 
Beth Israel Deaconess Medical Center, Boston, USA, we included all intensive care unit (ICU) admissions between 2001 
and 2012 with distributive shock, defined as continuous vasopressor support for ≥ 6 h and no evidence of low cardiac 
output shock. Hypotension was evaluated using five MAP thresholds: 80, 75, 65, 60 and 55 mmHg. We evaluated 
the longest continuous episode below each threshold during vasopressor therapy. The primary outcome was ICU 
mortality.

Results: Of 5347 patients with distributive shock, 95.7%, 91.0%, 62.0%, 36.0% and 17.2%, respectively, had MAP < 80, 
< 75, < 65, < 60 and < 55 mmHg for more than two consecutive hours. On average, ICU mortality increased by 1.3, 1.8, 
5.1, 7.9 and 14.4 percentage points for each additional 2 h with MAP < 80, < 75, < 65, < 60 and < 55 mmHg, respec-
tively. Multivariable logistic modeling showed that, compared to patients in whom MAP was never < 65 mmHg, 
ICU mortality increased as duration of hypotension < 65 mmHg increased [for > 0 to < 2 h, odds ratio (OR) 1.76, 
p = 0.005; ≥ 6 to < 8 h, OR 2.90, p < 0.0001; ≥ 20 h, OR 7.10, p < 0.0001]. When hypotension was defined as MAP < 60 or 
< 55 mmHg, the associations between duration and mortality were generally stronger than when hypotension was 
defined as MAP < 65 mmHg. There was no association between hypotension and mortality when hypotension was 
defined as MAP < 80 mmHg.

Conclusions: Within the limitations due to the nature of the study, most patients with distributive shock experienced 
at least one episode with MAP < 65 mmHg lasting > 2 h. Episodes of prolonged hypotension were associated with 
higher mortality.

Keywords: Mean arterial pressure, Acute circulatory failure, Multiple organ failure, ICU mortality
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adverse events, such as cardiac injury, mesenteric and 
digital ischemia, particularly when vasopressor doses are 
high [19, 20, 23, 24]. Whatever the reason, our results 
support the association of hypotension with poor clini-
cal outcomes. The amount of time spent continuously 
below a MAP threshold of 65  mmHg was strongly pre-
dictive of mortality. Each additional 2-h increment in 
the longest episode under threshold was associated with 
a progressive increase in mortality rate. This observed 
relationship between hypotension and mortality suggests 
that the development of any hypotensive episodes while 
on vasopressor support should be closely monitored and 
aggressive treatment may be warranted to correct these 
episodes.

Prior studies evaluating this relationship have gen-
erally been limited by small sample sizes and yielded 
conflicting results [1, 2]. One recent study used a larger 
dataset to investigate similar questions [13], but did 
not adjust for some important mortality predictors, 
including catecholamine doses [19, 20, 23], and use of 
mechanical ventilation or RRT [25, 26]. By accounting 
for such variables, we therefore provide a more robust 
analysis of the relationship between hypotension and 
patient outcomes. Indeed, the observed association 

between hypotension and ICU mortality is generally 
stronger than that reported in these previous studies 
[1, 13]. In the study by Dunser et  al. [1], an episode of 
MAP < 60  mmHg in the first 24  h was associated with 
higher mortality than no such episode; in our study, any 
episode of MAP < 65 mmHg was associated with higher 
mortality. In the recent study by Maheshwari et al. [13], 
ORs for ICU mortality increased by 1.037 for every 2-h 
increase in cumulative time < 65  mmHg. In our study, 
ORs for ICU mortality increased by 1.092–1.313 for 
every 2-h increase in continuous duration < 65  mmHg. 
Importantly, the magnitude of the OR increase remained 
even when we removed variables not included in the 
study by Maheshwari et al. [13], such as catecholamine 
dose, baseline mechanical ventilation and baseline 
RRT status. Maheshwari et  al. [13] also reported a sig-
nificant association between hypotension and mortality 
even when the MAP threshold was raised to 85 mmHg, 
whereas we found no such relationship when the hypo-
tension threshold was 80  mmHg. The difference in 
cumulative time vs continuous time may in part explain 
these differences.

The findings in this study provide some evidence for 
the initial target of MAP  65  mmHg given in the SSC 

Fig. 1 ICU mortality by duration of longest episode with mean arterial pressure (MAP) < 80 mmHg (mauve), < 75 mmHg (orange), < 65 mmHg 
(green), 60 mmHg (blue) and 55 mmHg (pink) in all patients with distributive shock
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Abstract
Background—Out-of-hospital hypotension has been associated with increased mortality in 
traumatic brain injury (TBI). The association of TBI mortality with the depth or duration of out-
of-hospital hypotension is unknown.

Methods—We evaluated adults and older children with moderate/severe TBI in the pre-
implementation cohort of Arizona’s statewide Excellence in Prehospital Injury Care (EPIC) Study. 
We used logistic regression to determine the association between the depth-duration dose of 
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Figure 6. Relationship of Hypotension Depth-Duration Dose to Adjusted Probability of Death
Dotted lines represent pointwise 95% confidence band
Hypotension defined as systolic blood pressure <90 mmHg
x-axis is log2 scale
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Why	not using our clinical data	to	model	these	
complex	objects	?
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P REDICTION of adverse events, from tornadoes to 
tsunamis, makes life-saving advance preparation pos-

sible. Yet in the operating room or the intensive care unit, 
clinicians often must manage the onset of arterial hypoten-
sion with essentially no warning. Hypotension during sur-
gery, defined as mean arterial pressure (MAP) less than 65 
mmHg,1 is associated with increased rates of postoperative 
myocardial infarction2 and acute kidney injury,3 both predic-
tors of poor long-term patient outcome.4,5 In the intensive 
care unit setting, hypotension has been linked to an increased 
incidence of acute kidney injury.6 The risk of serious com-
plications increases with the duration of hypotension, but it 
can begin to develop within only a few minutes.3 Advance 
warning that hypotension is imminent, even if the warning 
comes only 10 to 15 min ahead, could facilitate diagnostic 
and therapeutic measures to lessen the clinical impact.

Machine learning—a discipline within computer sci-
ence used to analyze large data sets and develop predictive 

What We Already Know about This Topic

• The ability to predict intraoperative hypotension may advance 
the ability to prevent hypotension-associated complications 
effectively

• The extent to which advanced waveform analysis of invasive arterial 
lines may provide meaningful forewarning remains unknown

What This Article Tells Us That Is New

• A machine-learning algorithm based on thousands of arterial 
waveform features can identify an intraoperative hypotensive 
event 15 min before its occurrence with a sensitivity of 88% 
and specificity of 87%

• Further studies must evaluate the real-time value of such 
algorithms in a broader set of clinical conditions and patients

Copyright © 2018, the American Society of Anesthesiologists, Inc. Wolters Kluwer Health, Inc. All Rights Reserved. Anesthesiology 2018; XXX:00-00

ABSTRACT

Background: With appropriate algorithms, computers can learn to detect patterns and associations in large data sets. The 
authors’ goal was to apply machine learning to arterial pressure waveforms and create an algorithm to predict hypotension. The 
algorithm detects early alteration in waveforms that can herald the weakening of cardiovascular compensatory mechanisms 
affecting preload, afterload, and contractility.
Methods: The algorithm was developed with two different data sources: (1) a retrospective cohort, used for training, consist-
ing of 1,334 patients’ records with 545,959 min of arterial waveform recording and 25,461 episodes of hypotension; and (2) 
a prospective, local hospital cohort used for external validation, consisting of 204 patients’ records with 33,236 min of arterial 
waveform recording and 1,923 episodes of hypotension. The algorithm relates a large set of features calculated from the high-
fidelity arterial pressure waveform to the prediction of an upcoming hypotensive event (mean arterial pressure < 65 mmHg). 
Receiver-operating characteristic curve analysis evaluated the algorithm’s success in predicting hypotension, defined as mean 
arterial pressure less than 65 mmHg.
Results: Using 3,022 individual features per cardiac cycle, the algorithm predicted arterial hypotension with a sensitivity and 
specificity of 88% (85 to 90%) and 87% (85 to 90%) 15 min before a hypotensive event (area under the curve, 0.95 [0.94 to 
0.95]); 89% (87 to 91%) and 90% (87 to 92%) 10 min before (area under the curve, 0.95 [0.95 to 0.96]); 92% (90 to 94%) 
and 92% (90 to 94%) 5 min before (area under the curve, 0.97 [0.97 to 0.98]).
Conclusions: The results demonstrate that a machine-learning algorithm can be trained, with large data sets of high-fidelity 
arterial waveforms, to predict hypotension in surgical patients’ records. (ANESTHESIOLOGY 2018; XXX:00-00)
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authors’ goal was to apply machine learning to arterial pressure waveforms and create an algorithm to predict hypotension. The 
algorithm detects early alteration in waveforms that can herald the weakening of cardiovascular compensatory mechanisms 
affecting preload, afterload, and contractility.
Methods: The algorithm was developed with two different data sources: (1) a retrospective cohort, used for training, consist-
ing of 1,334 patients’ records with 545,959 min of arterial waveform recording and 25,461 episodes of hypotension; and (2) 
a prospective, local hospital cohort used for external validation, consisting of 204 patients’ records with 33,236 min of arterial 
waveform recording and 1,923 episodes of hypotension. The algorithm relates a large set of features calculated from the high-
fidelity arterial pressure waveform to the prediction of an upcoming hypotensive event (mean arterial pressure < 65 mmHg). 
Receiver-operating characteristic curve analysis evaluated the algorithm’s success in predicting hypotension, defined as mean 
arterial pressure less than 65 mmHg.
Results: Using 3,022 individual features per cardiac cycle, the algorithm predicted arterial hypotension with a sensitivity and 
specificity of 88% (85 to 90%) and 87% (85 to 90%) 15 min before a hypotensive event (area under the curve, 0.95 [0.94 to 
0.95]); 89% (87 to 91%) and 90% (87 to 92%) 10 min before (area under the curve, 0.95 [0.95 to 0.96]); 92% (90 to 94%) 
and 92% (90 to 94%) 5 min before (area under the curve, 0.97 [0.97 to 0.98]).
Conclusions: The results demonstrate that a machine-learning algorithm can be trained, with large data sets of high-fidelity 
arterial waveforms, to predict hypotension in surgical patients’ records. (ANESTHESIOLOGY 2018; XXX:00-00)
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mechanical ventilation status, concomitant administration 
of vasopressors or sedation medication (for each period, 
the information about mechanical ventilation, vasopres-
sors, and sedation was entered as a binary variable) as well 
as summaries measures extracted from time-series for the 
5 following physiological signals collected every min: HR, 
Spo2, systolic (SAP), diastolic (DAP), and MAP. Instead of 
handling raw physiological signals, we chose to reduce 
their dimension and extract information from them using 
finite-dimensional summary measures. The different signal 
preprocessing approaches were as follows:

 i. Statistical moments: mean (μ) and variance (σ) 
functions.

 ii. Linear model: The use of a linear model assumes that 
the evolution over time of the physiologic signal can 
be approximated by a linear model, fully described 
by an intercept and slope.

 iii.  AutoRegressive–Moving-Average (ARMA) model: 
autoregressive processes (p) assume that each point 
of the physiologic signal can be predicted by the 
weighted sum of its p previous points, plus a ran-
dom error term. Moving average (q) models con-
sider initially that a physiologic signal is equal to 
its mean plus a weighted sum of errors that have 
tainted previous estimates. The ARMA (p, q) model 
is composed of p self-regressive terms and q moving 
average terms. In our study, most physiologic sig-
nals followed an ARMA (1,1) model.

 iv.  Haar wavelets transform: This iterative transforma-
tion decomposes a physiologic signal into different 
ranges of frequency described by wavelets coeffi-
cients, the trend (ω ) subsignal and the fluctuation 
(ψ ) subsignal. The trend subsignal is computed by 
taking the average of 2 successive time values. The 

fluctuation of the signal is computed by taking the 
difference between 2 successive time values. We 
considered the 2 coefficients of the fourth level-Haar 
wavelets transform.

Predictive Tasks
This study comprised 2 different prediction tasks. First, we 
predicted the occurrence of an AHE by analyzing only 1 
randomly selected 90-minute period per patient. The ran-
dom selection was made in such a way that the original 
proportion of periods featuring an AHE was preserved. We 
referred to this task as the “random partial sample” analysis 
of 1151 periods. Second, we predicted the occurrence of an 
AHE by analyzing all 90-minute periods available for each 
patient. We called this second task “the full sample” analy-
sis of 98,139 periods. For the second task, a special attention 
was paid to account for within-patient correlation between 
the 90-minute periods.

Prediction Algorithm
ML can model complex relationships between large 
explanatory features and desired outputs such as patients’ 
outcome. The SL is a supervised ensemble ML algorithm 
using simultaneously parametric and nonparametric 
methods that we specifically trained to predict AHE.22 This 
algorithm has been proposed as a method for selecting the 
optimal prediction algorithm among a set of candidate 
algorithms via k-fold cross-validation.27 Candidate algo-
rithms in the SL library were trained and ranked according 
to their average estimated risk and the algorithm with the 
least average estimated risk was identified. This resulting 
algorithm is referred to as the discrete SL. Subsequently, 
the prediction rule consisting in the weighted combination 
of the predictions made by the candidate algorithms that 
minimizes the average estimated risk is also computed, 

Figure 1. Definition of a study period. T0: current time; [T−60 to T0]: time observation window (60 min); [T0–T10]: gap for physicians to 
determine the adequate treatment (10 min); [T10–T30]: prediction time interval for AHE (20 min). AHE indicates acute hypotensive episodes; 
ICU, intensive care unit; MAP, mean arterial pressure; SAPS II, Simplified Acute Physiology Score II; SOFA, sequential organ failure assessment.

 4 Color Fig(s):0 11/7/19 15:23 Art: AA-D-19-01153



Prediction	of	Hypotensive	Episode

Time	series	from	MIMIC	II

Pirracchio	et	al.	Anesthesia	 Analgesia	2020,	130(5)





Preprocessing methods
Gap time (min)

10 20 30

Statistical moments 0.903 [0.897-0.909] 0.879 [0.872-0.886] 0.864 [0.856-0.871]

Linear regression 0.904 [0.898-0.910] 0.878 [0.870-0.885] 0.857 [0.849-0.865]

ARMA model 0.898 [0.891-0.904] 0.873 [0.865-0.880] 0.856 [0.849-0.864]

Haar's wavelets transform 0.906 [0.900-0.913] 0.878 [0.871-0.886] 0.856 [0.848-0.864]

External	Performance	:	Discrimination

Pirracchio	et	al.	Anesthesia	 Analgesia	2020,	130(5)
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The	Physiological	Multi-Task	
SuperLearner

1 - Observation 2 – Gap
• Gap allows therapeutic adjustment before

the prediction period. 

• Different durations are tested:15, 30 and 
60 minutes

3 – Prediction
• Predictions on mean arterial pressure and 

heart rate, based on the data recorded
during the observation period. 

• Gap are designed to allow therapeutic
adjustment to avoid the prediction. 

• Duration: 5 minutes

Period

t-1

Period

t
ICU

discharge

Observation PredictionGap 

ICU
admission

Period

t+1

• Data recorded and used to train the models
• Duration: 30 minutes
• Data: 

• patients’ characteristics (age, gender). 
• initial severity scores (SOFA, SAPS II). 
• type of intensive care unit. 
• treatments (sedation, vasopressors, 

mecanical ventilation).
• physiological signals (pulse oximetry,

heart rate, systolic arterial pressure, 
mean arterial pressure and diastolic
arterial pressure)

HR
SpO2
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MAP

DAP

Mimic III 

Lariboisière cohort

a. Period’s definition

b. Comparison of deep learning architectures between single-task and multi-task learning structure
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Combined Online SL for a collection of time-series

Ivana Malenica
Spring, 2019

Mock Trial: Comparison of di�erent SLs based on the subset of
data

The below results summarize a test run comparing the Combined Online SL and Regular SL at various time

points.

1. Combined Online SL: consists of both global and individualized learners, as well as various variations

of the global learners that di�erentially adjust for baseline covariates.

2. Regular SL: just global SL.

The prediction is based on the following covariates:

1. “los_icu”, “amine”,“sedation”,“ventilation”,“spo2”,“abpsys”,“abpdias”,“abpmean”.

2. “gender”,“age”,“care_unit”.

Initial training size included n = 1000 samples, trained at t = {20, 30, 60, 90, 120, 150, 180, 240} minutes. For

each t, we follow a gap of 30 minutes and predict the event for the following 30 minutes after the gap.
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Prehospital triage of acute aortic syndrome using a machine
learning algorithm

B. Duceau1 , J.-M. Alsac2, F. Bellenfant1, A. Mailloux1, B. Champigneulle1, G. Favé1,
A. Neuschwander1, S. El Batti2, B. Cholley1, P. Achouh2 and R. Pirracchio1

Departments of 1Anaesthesiology and Intensive Care and 2Cardiovascular Surgery, European Georges Pompidou Hospital, Assistance
Publique – Hôpitaux de Paris, Paris, France
Correspondence to: Professor R. Pirracchio, Service d’Anesthésie–Réanimation, Hôpital Européen Georges Pompidou, APHP, 20 Rue Leblanc, 75015
Paris, France (e-mail: romain.pirracchio@ucsf.edu)

Background: Acute aortic syndrome (AAS) comprises a complex and potentially fatal group of conditions
requiring emergency specialist management. The aim of this study was to build a prediction algorithm
to assist prehospital triage of AAS.
Methods: Details of consecutive patients enrolled in a regional specialist aortic network were collected
prospectively. Two prediction algorithms for AAS based on logistic regression and an ensemble machine
learning method called SuperLearner (SL) were developed. Undertriage was defined as the proportion
of patients with AAS not transported to the specialist aortic centre, and overtriage as the proportion of
patients with alternative diagnoses but transported to the specialist aortic centre.
Results: Data for 976 hospital admissions between February 2010 and June 2017 were included; 609
(62⋅4 per cent) had AAS. Overtriage and undertriage rates were 52⋅3 and 16⋅1 per cent respectively. The
population was divided into a training cohort (743 patients) and a validation cohort (233). The area under
the receiver operating characteristic (ROC) curve values for the logistic regression score and the SL were
0⋅68 (95 per cent c.i. 0⋅64 to 0⋅72) and 0⋅87 (0⋅84 to 0⋅89) respectively (P < 0⋅001) in the training cohort,
and 0⋅67 (0⋅60 to 0⋅74) and 0⋅73 (0⋅66 to 0⋅79) in the validation cohort (P = 0⋅038). The logistic regression
score was associated with undertriage and overtriage rates of 33⋅7 (bootstrapped 95 per cent c.i. 29⋅3 to
38⋅3) and 7⋅2 (4⋅8 to 9⋅8) per cent respectively, whereas the SL yielded undertriage and overtriage rates
of 1⋅0 (0⋅3 to 2⋅0) and 30⋅2 (25⋅8 to 34⋅8) per cent respectively.
Conclusion: A machine learning prediction model performed well in discriminating AAS and could be
clinically useful in prehospital triage of patients with suspected AAS.

Paper accepted 31 October 2019
Published online in Wiley Online Library (www.bjs.co.uk). DOI: 10.1002/bjs.11442

Introduction

Acute aortic syndrome (AAS) comprises a range of com-
plex conditions presenting acutely, including abdominal
or thoracic aortic aneurysm, aortic dissection, intramu-
ral haematoma, penetrating aortic ulcer and traumatic
aortic injury1. These aortic pathologies are associated
with high attributable mortality2. The implementation of
high-volume aortic centres3–5 and structured institutional
aortic teams could improve survival of patients with AAS6,7.
In this context, a regional dedicated network named S.O.S.
Aorta was created in 2010 in Paris, France. It was designed
with two components: a dedicated aortic centre; and a net-
work of emergency departments and emergency medical
services (EMS) (equivalent to medical mobile unit ambu-
lances) in Paris and its suburbs.

By analogy with the trauma response system, the goal
of prehospital evaluation and triage is to optimize the
use of sparse resources and thus minimize the overtriage
rate while not exceeding a particular undertriage rate.
Appropriate prehospital triage has been shown to reduce
mortality in injured patients8. In an aortic network, under-
triage is defined as the proportion of patients with an actual
AAS who are not referred to the centre. Undertriage may
delay appropriate specialist management and thus jeop-
ardize the outcome. The quality of EMS assessment has
been shown consistently to be associated with a better
survival rate when patients with AAS are referred to hos-
pitals with surgical aortic teams9. In contrast, overtriage
is defined as the proportion of patients with alternative
diagnoses but who were transported to the aortic centre.

© 2020 BJS Society Ltd BJS
Published by John Wiley & Sons Ltd
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Lack of consensus : Surviving Sepsis Campaign (4)
• Steroids may be given to patients non responding to vasopressors
• Hydrocortisone alone (not associated to Fludrocortisone)
• Corticotrophin stimulation test (ACTH) should not be routinely performed

1 Annane et	coll.,	JAMA	2002;	2 Sprung et	coll.,	NEJM	2008;	3 Annane et	coll.,	JAMA	2010;	4 Dellinger	,	CCM	2013

STEROIDS during SEPTIC SHOCK ?
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Abstract Introduction: Glucocor-
ticosteroids (steroids) are widely used
for sepsis patients. However, the
potential benefits and harms of both
high and low dose steroids remain
unclear. A systematic review of ran-
domised clinical trials with meta-
analysis and trial sequential analysis
(TSA) might shed light on this clini-
cally important question.
Methods: A systematic review was
conducted according to a published
protocol and The Cochrane Hand-
book methodology including meta-
analyses, TSA of randomised clinical
trials, and external validity estimation
(GRADE). Randomised clinical trials
evaluating steroids were included for
sepsis patients (systemic inflamma-
tory response syndrome, sepsis,
severe sepsis or septic shock) aged
[18 years. Cochrane Central Regis-
ter of Controlled Trials (CENTRAL),
PubMed/Medline, Embase, Web of
Science and Cinahl were searched
until 18 February 2015. No language
restrictions were applied. Primary
outcomes were mortality at longest
follow-up and serious adverse events.
Results: A total of 35 trials ran-
domising 4682 patients were assessed
and reviewed in full text. All trials but
two had high risk of bias. No statis-
tically significant effect was found for
any dose of steroids versus placebo or

no intervention on mortality at max-
imal follow-up [relative risk (RR)
0.89; TSA adjusted confidence inter-
val (CI) 0.74–1.08]. Two trials with
low risk of bias also showed no sta-
tistically significant difference
(random-effects model RR 0.38,
95 % CI 0.06–2.42). Similar results
were obtained in subgroups of trials
stratified according to high
([500 mg) or low (B500 mg) dose
hydrocortisone (or equivalent) (RR
0.87; TSA-adjusted CI 0.38–1.99; and
RR 0.90; TSA-adjusted CI 0.49–1.67,
respectively). There were also no
statistically significant effects on
serious adverse events other than
mortality (RR 1.02; TSA-adjusted CI
0.7–1.48). The effects did not vary
according to the degree of sepsis.
TSA showed that many more ran-
domised patients are needed before
definitive conclusions may be drawn.
Conclusion: Evidence to support or
negate the use of steroids in any dose
in sepsis patients is lacking. The
results of ongoing and future well-
designed, large randomised clinical
trials are needed.

Keywords Steroids ! Sepsis !
Meta-analysis !
Trial sequential analysis
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S U M M A R Y O F F I N D I N G S F O R T H E M A I N C O M P A R I S O N [Explanation]

Steroids versus control for treating sepsis

Patient or population: pat ients with sepsis

Settings:
Intervention: steroids vs control

Outcomes Illustrative comparative risks* (95% CI) Relative effect

(95% CI)

Number of participants

(studies)

Quality of the evidence

(GRADE)

Comments

Assumed risk Corresponding risk

Control Steroids vs control

28-Day all- cause mor-
tality

Follow-up: 14 to 30
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Study population RR 0.87
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(27 studies)
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A B S T R A C T

Background

Sepsis occurs when an infection is complicated by organ failures as defined by a sequential organ failure assessment (SOFA) score of two
or higher. Sepsis may be complicated by impaired corticosteroid metabolism. Giving corticosteroids may benefit patients. The original
review was published in 2004 and was updated in 2010 and again in 2015.

Objectives

To examine the effects of corticosteroids on death at one month in patients with sepsis, and to examine whether dose and duration of
corticosteroids influence patient response to this treatment.

Search methods

We searched the Central Register of Controlled Trials (CENTRAL; 2014, Issue 10), MEDLINE (October 2014), EMBASE (October
2014), Latin American Caribbean Health Sciences Literature (LILACS; October 2014) and reference lists of articles, and we contacted
trial authors. The original searches were performed in August 2003 and in October 2009.

Selection criteria

We included randomized controlled trials of corticosteroids versus placebo or supportive treatment in patients with sepsis.

Data collection and analysis

All review authors agreed on the eligibility of trials. One review author extracted data, which were checked by the other review authors,
and by the primary author of the paper when possible. We obtained some missing data from trial authors. We assessed the methodological
quality of trials.

1Corticosteroids for treating sepsis (Review)
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BACKGROUND
Whether hydrocortisone reduces mortality among patients with septic shock is unclear.

METHODS
We randomly assigned patients with septic shock who were undergoing mechanical 
ventilation to receive hydrocortisone (at a dose of 200 mg per day) or placebo for 
7 days or until death or discharge from the intensive care unit (ICU), whichever 
came first. The primary outcome was death from any cause at 90 days.

RESULTS
From March 2013 through April 2017, a total of 3800 patients underwent randomiza-
tion. Status with respect to the primary outcome was ascertained in 3658 patients 
(1832 of whom had been assigned to the hydrocortisone group and 1826 to the 
placebo group). At 90 days, 511 patients (27.9%) in the hydrocortisone group and 526 
(28.8%) in the placebo group had died (odds ratio, 0.95; 95% confidence interval [CI], 
0.82 to 1.10; P = 0.50). The effect of the trial regimen was similar in six prespecified 
subgroups. Patients who had been assigned to receive hydrocortisone had faster 
resolution of shock than those assigned to the placebo group (median duration, 3 days 
[interquartile range, 2 to 5] vs. 4 days [interquartile range, 2 to 9]; hazard ratio, 1.32; 
95% CI, 1.23 to 1.41; P<0.001). Patients in the hydrocortisone group had a shorter 
duration of the initial episode of mechanical ventilation than those in the placebo 
group (median, 6 days [interquartile range, 3 to 18] vs. 7 days [interquartile range, 
3 to 24]; hazard ratio, 1.13; 95% CI, 1.05 to 1.22; P<0.001), but taking into account 
episodes of recurrence of ventilation, there were no significant differences in the 
number of days alive and free from mechanical ventilation. Fewer patients in the 
hydrocortisone group than in the placebo group received a blood transfusion (37.0% 
vs. 41.7%; odds ratio, 0.82; 95% CI, 0.72 to 0.94; P = 0.004). There were no significant 
between-group differences with respect to mortality at 28 days, the rate of recurrence 
of shock, the number of days alive and out of the ICU, the number of days alive 
and out of the hospital, the recurrence of mechanical ventilation, the rate of renal-
replacement therapy, and the incidence of new-onset bacteremia or fungemia.

CONCLUSIONS
Among patients with septic shock undergoing mechanical ventilation, a continuous 
infusion of hydrocortisone did not result in lower 90-day mortality than placebo. 
(Funded by the National Health and Medical Research Council of Australia and 
others; ADRENAL ClinicalTrials.gov number, NCT01448109.)
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Figure 1. Rate of Survival and the Risk of Death at 90  Days, According to Subgroup.

Panel A shows Kaplan–Meier estimates of the survival rate among patients receiving hydrocortisone or placebo. The P value was calculated 
with the use of a Cox proportional-hazards model that included the randomized trial group, admission type (medical or surgical), and a random 
effect of trial center. Panel B shows the odds ratio of death at 90 days in the six prespecified subgroups. The size of the square representing the 
odds ratio reflects the relative numbers in each subgroup, and horizontal bars represent 95% confidence intervals. P values are for heterogene-
ity of the effect of the trial regimen on the primary outcome in each subgroup. Scores on the Acute Physiology and Chronic Health Evaluation 
(APACHE) II are assessed on a scale from 0 to 71, with higher scores indicating a higher risk of death (a score of ≥25 has been used as a cutoff 
point to identify patients at a higher risk for death).23-25 Data on admission type were missing for 1 patient in the placebo group; on the catechola-
mine dose for 15 in the hydrocortisone group and for 26 in the placebo group; on the APACHE II score for 2 and 2, respectively; and on the time 
from shock onset to randomization for 7 and 7, respectively.
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BACKGROUND
Septic shock is characterized by dysregulation of the host response to infection, with 
circulatory, cellular, and metabolic abnormalities. We hypothesized that therapy with hy-
drocortisone plus fludrocortisone or with drotrecogin alfa (activated), which can modulate 
the host response, would improve the clinical outcomes of patients with septic shock.
METHODS
In this multicenter, double-blind, randomized trial with a 2-by-2 factorial design, we 
evaluated the effect of hydrocortisone-plus-fludrocortisone therapy, drotrecogin alfa (ac-
tivated), the combination of the three drugs, or their respective placebos. The primary 
outcome was 90-day all-cause mortality. Secondary outcomes included mortality at inten-
sive care unit (ICU) discharge and hospital discharge and at day 28 and day 180 and the 
number of days alive and free of vasopressors, mechanical ventilation, or organ failure. 
After drotrecogin alfa (activated) was withdrawn from the market, the trial continued 
with a two-group parallel design. The analysis compared patients who received hydrocor-
tisone plus fludrocortisone with those who did not (placebo group).
RESULTS
Among the 1241 patients included in the trial, the 90-day mortality was 43.0% (264 of 
614 patients) in the hydrocortisone-plus-fludrocortisone group and 49.1% (308 of 627 
patients) in the placebo group (P = 0.03). The relative risk of death in the hydrocortisone-
plus-fludrocortisone group was 0.88 (95% confidence interval, 0.78 to 0.99). Mortality 
was significantly lower in the hydrocortisone-plus-fludrocortisone group than in the 
placebo group at ICU discharge (35.4% vs. 41.0%, P = 0.04), hospital discharge (39.0% vs. 
45.3%, P = 0.02), and day 180 (46.6% vs. 52.5%, P = 0.04) but not at day 28 (33.7% and 
38.9%, respectively; P = 0.06). The number of vasopressor-free days to day 28 was signifi-
cantly higher in the hydrocortisone-plus-fludrocortisone group than in the placebo group 
(17 vs. 15 days, P<0.001), as was the number of organ-failure–free days (14 vs. 12 days, 
P = 0.003). The number of ventilator-free days was similar in the two groups (11 days in 
the hydrocortisone-plus-fludrocortisone group and 10 in the placebo group, P = 0.07). The 
rate of serious adverse events did not differ significantly between the two groups, but 
hyperglycemia was more common in hydrocortisone-plus-fludrocortisone group.
CONCLUSIONS
In this trial involving patients with septic shock, 90-day all-cause mortality was lower among 
those who received hydrocortisone plus fludrocortisone than among those who received 
placebo. (Funded by Programme Hospitalier de Recherche Clinique 2007 of the French Min-
istry of Social Affairs and Health; APROCCHSS ClinicalTrials.gov number, NCT00625209.)
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vasopressor-free days to day 28 than those in the 
placebo group (P<0.001) and significantly more 
organ-failure–free days to day 28 (P = 0.003) 
(Table 2, and Tables S8 and S9 in the Supplemen-
tary Appendix).

Serious Adverse Events
A total of 326 of 614 patients (53.1%) in the 
hydrocortisone-plus-fludrocortisone group and 
363 of 626 patients (58.0%) in the placebo group 
had at least one serious adverse event by day 180 
(P = 0.08) (Table 3). The risk of gastroduodenal 
bleeding was not significantly higher with hy-
drocortisone plus fludrocortisone than with 
placebo (relative risk, 0.88; 95% CI, 0.58 to 1.34; 
P = 0.56), nor was the risk of superinfection 
(relative risk, 1.09; 95% CI, 0.92 to 1.30; P = 0.30). 
However, the risk of hyperglycemia was signifi-
cantly higher with hydrocortisone plus fludro-
cortisone (relative risk, 1.07; 95% CI, 1.03 to 
1.12; P = 0.002).

Outcome
Placebo 
(N = 627)

Hydrocortisone plus 
Fludrocortisone 

(N = 614)
All Patients 
(N = 1241)

Relative Risk 
(95% CI)† P Value

Primary outcome: death from any cause at day 90 
— no. (%)

308 (49.1) 264 (43.0) 572 (46.1) 0.88 (0.78–0.99) 0.03

Secondary outcomes

Death from any cause

At day 28 — no. (%) 244 (38.9) 207 (33.7) 451 (36.3) 0.87 (0.75–1.01) 0.06

At ICU discharge — no./total no. (%) 257/627 (41.0) 217/613 (35.4) 474/1240 (38.2) 0.86 (0.75–0.99) 0.04

At hospital discharge — no./total no. (%) 284/627 (45.3) 239/613 (39.0) 523/1240 (42.2) 0.86 (0.76–0.98) 0.02

At day 180 — no./total no. (%) 328/625 (52.5) 285/611 (46.6) 613/1236 (49.6) 0.89 (0.79–0.99) 0.04

Decision to withhold or withdraw active treat-
ment by day 90 — no./total no. (%)

61/626 (9.7) 64/614 (10.4) 125/1240 (10.1) 1.07 (0.77–1.49) 0.69

Vasopressor-free days to day 28‡

Mean 15±11 17±11 16±11 — <0.001

Median (IQR) 19 (1–26) 23 (5–26) 21 (2–26)

Ventilator-free days to day 28‡

Mean 10±11 11±11 11±11 — 0.07

Median (IQR) 4 (0–21) 10 (0–22) 8 (0–21)

Organ-failure–free days to day 28‡

Mean 12±11 14±11 13±11 — 0.003

Median (IQR) 12 (0–24) 19 (0–25) 15 (0–24)

*   Plus–minus values are means ±SD. IQR denotes interquartile range.
†  Shown is the relative risk for hydrocortisone plus fludrocortisone versus placebo.
‡  Patients who died before day 28 were assigned zero free days.

Table 2. Trial Outcomes.*

Figure 1. 90-Day Survival Distributions.

Shown are survival curves from randomization up to 90 days. The survival 
rate was significantly higher in the hydrocortisone-plus-fludrocortisone 
group than in the placebo group.
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Summary of findings for the main comparison.   Corticosteroids compared to placebo or usual care for treating sepsis

Corticosteroids compared to placebo or usual care for treating sepsis

Patient or population: children and adults with sepsis
Setting: hospitalised patients; trials were performed in numerous countries from the 5 continents
Intervention: corticosteroids
Comparison: placebo or usual care

Anticipated absolute effects* (95% CI)Outcomes

Risk with placebo or
usual care

Risk with corticos-
teroids

Relative
effect
(95%
CI)

№ of
partici-
pants
(stud-
ies)

Certain-
ty of
the evi-
dence
(GRADE)

Comments

Study population28-Day all-cause mortalitya

264 per 1000 240 per 1000
(222 to 261)

RR 0.91
(0.84 to
0.99)

11233
(50
RCTs)

⊕⊕⊕⊝
Moder-
ateb

Corticosteroids probably slightly reduce 28-day
all-cause mortality

Study populationLong-term mortalityc

386 per 1000 374 per 1000
(351 to 397)

RR 0.97
(0.91 to
1.03)

6236
(7 RCTs)

⊕⊕⊝⊝

Lowb,d
Corticosteroids may result in little to no differ-
ence in long-term mortality

Study populationHospital mortality

323 per 1000 291 per 1000
(265 to 320)

RR 0.90
(0.82 to
0.99)

8183
(26
RCTs)

⊕⊕⊕⊝
Moder-
ateb

Corticosteroids probably slightly reduce hospital
mortality

Length of intensive care unit
stay for all participants in
days

Mean length of inten-
sive care unit stay for
all participants was 14
days

MD 1.07 lower
(1.95 lower to 0.19
lower)

- 7612
(21
RCTs)

⊕⊕⊕⊕

Highb,e
Corticosteroids reduced length of intensive care
unit stay for all participants

Length of hospital stay for all
participants in days

Mean length of hospi-
tal stay for all partici-
pants was 21 days

MD 1.63 lower
(2.93 lower to 0.33
lower)

- 8795
(22
RCTs)

⊕⊕⊕⊕

Highb,e
Corticosteroids result in a large reduction in
length of hospital stay for all participants

Study populationNumber of participants with
adverse events - superinfec-
tion (up to longest follow-up) 169 per 1000 180 per 1000

RR 1.06
(0.95 to
1.19)

5356
(25
RCTs)

⊕⊕⊕⊕
Moder-
ated

Corticosteroids probably do not increase the
number of participants with adverse events - su-
perinfection
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IPD-SEPSIS-1:	HYPOTHESIS

• Hydrocortisone (HSHC) + Fludrocortisone (FC) is beneficial

• Lack of consistent results is related to
• Heterogeneity across studies
• Lack of statistical power

Improve treatment effect estimation:
- Covariate adjustment (IPD)
- Machine Learning - TMLE

2016 Research Award from International Sepsis Forum



TMLE

• General	class	of	semi-parametric	estimators
• Can	leverage	ML	techniques	to	model	relevant	
part	of	the	likelihood:	Q(A,W)	and	g(W)

• Produces
– Substitution	estimators
– Doubly-robust
– Asymptotically	linear	(valid	95%CI)



Credit	to	K.	Hoffman	- https://www.khstats.com/blog/tmle/tutorial-pt3/



• 1,307 patients : 299 in GER-inf, 499 in CORTICUSet 509 in COIITSS.

RESULTS (1)



• 1,307 patients : 299 in GER-inf, 499 in CORTICUSet 509 in COIITSS.

RESULTS (2)



• Significant interaction with the result of the ACTH stimulation test (p<0,001)
• HSHC+ fludrocortisone :

• Decreased D28 mortality in thenon-responders (RR=0.75, 95%CI=0.67-0.85, p<0.001)
• Increased D28 mortality in the responders (RR=1.17, 95%CI=1.06-1.29, p=0.002).

RESULTS (3)



IPD-SEPSIS-2:	Ongoing

• All trials on steroids for septic shock
• 17 trials – 8000 patients
• Results to be published soon !



Causality

Machine 
Learning

Individualized
Prescription



The optimal treatment given a set of baseline variables is found using the W -specific variable
importance parameter:

 (W ) = E(Y |A = 1, W )� E(Y |A = 0, W ) (19.1)

 (W ) is the additive risk difference of treatment A for a specific level of the prognostic vari-
ables W . The conditional distribution of Y given W is defined as {Y |W} ⇠ Bernoulli(⇡Y ).
The subscript W is assumed on ⇡Y and left off for clarity of the notation. Adding the treat-
ment variable A into the conditioning statement we define {Y |A = 1, W} ⇠ Bernoulli(⇡+1)

and {Y |A = 0, W} ⇠ Bernoulli(⇡�1). Again the subscript W is dropped for clarity but
assumed throughout the paper. The parameter of interest can be expressed as  (W ) =

⇡+1 � ⇡�1. For a given value of W ,  (W ) will fall into one of three intervals with each
interval leading to a different treatment decision. The three intervals for  (W ) are:

1.  (W ) > 0 : indicating a beneficial effect of the intervention A = 1.

2.  (W ) = 0 : indicating no effect of the intervention A.

3.  (W ) < 0 : indicating a harmful effect of the intervention A = 1.

Knowledge of  (W ) directly relates to knowledge of the optimal treatment.

As noted in [1], the parameter of interest can be expressed as:

 (W ) = E

✓✓
I(A = 1)

⇧A
� I(A = 0)

1� ⇧A

◆
Y |W

◆
. (19.2)

When ⇧A = 0.5, the conditional expectation in equation (19.2) can be modeled with the
regression of Y (A� (1�A)) on W . Let Z = Y (A� (1�A)) and since A and Y are binary
variables:

Z =

8
>>>><

>>>>:

+1 if Y = 1 & A = 1

0 if Y = 0

�1 if Y = 1 & A = 0

The observed values of Z follow a multinomial distribution. The parameter  (W ) will be
high dimensional in most settings and the components of  (W ) are effect modifications

Hosted by The Berkeley Electronic Press

between W and the treatment A on the response Y . The parameter can be estimated with
a model  (W ) = m(W |�). The functional form of m(W |�) can be specified a priori, but
since the components of the model represent effect modifications, knowledge of a reasonable
model may not be available and we recommend a flexible approach called the super learner
(described in the next section) for estimating  (W ). In many cases a simple linear model
may work well for m(W |�), but as the true functional form of  (W ) becomes more complex,
the super learner gives the researcher flexibility in modeling the optimal treatment function.
With the squared error loss function for a specific model m(W |�), the parameter estimates
are:

�n = arg min
�

nX

i=1

(Zi �m(Wi|�))2 (19.3)

The treatment decision for a new individual with covariates W = w is to treat with A = 1

if m(w|�n) > 0, otherwise treat with A = 0.

A normal super learner model for m(W |�) would allow for a flexible relationship between
W and Z but these models do not respect the fact that  (W ) is bounded between�1 and +1.
The regression of Z on W does not use the information that the parameter  (W ) = ⇡+1�⇡�1

is bounded between �1 and +1. The estimates in equation (19.3) have a nice interpretation
since the model predicts the additive difference in survival probabilities. In proposing an
alternative method, we wanted to retain the interpretation of an additive effect measure but
incorporate the constrains on the distributions. Starting with the parameter of interest in
equation (19.1) we add a scaling value based on the conditional distribution of Y given W

as in:
 0(W ) =

EP (Y |A = 1, W )� EP (Y |A = 0, W )

EP (Y |W )
=

⇡+1 � ⇡�1

⇡Y
(19.4)

Since ⇡Y = Pr(Y = 1|W ) = Pr(Z 6= 0|W ), the new parameter  0(W ) = E(Z|Z 6= 0, W ).
When we restrict the data to the cases with Z 6= 0 (i.e. Y = 1) the outcome becomes
a binary variable and binary regression methods can be implemented. For example, the
logistic regression model:

logit (Pr(Z = 1|Z 6= 0, W )) = m
0(Wi|�) (19.5)

The treatment decision is based on m
0(Wi|�n) > 0 where �n is the maximum likelihood
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Causality assumptions

2-step	Approach	to	ITE	(HTE	/	CATE)

STEP-1

Define	&	Estimate	
the	new	outcome	

(ITE)

STEP-2

Regress	the	new	
outcome	(ITE)	on	W
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Assessment of Machine Learning to Estimate the Individual Treatment Effect
of Corticosteroids in Septic Shock
Romain Pirracchio, MD, PhD; Alan Hubbard, PhD; Charles L. Sprung, MD; Sylvie Chevret, MD, PhD; Djillali Annane, MD, PhD;
for the Rapid Recognition of Corticosteroid Resistant or Sensitive Sepsis (RECORDS) Collaborators

Abstract

IMPORTANCE The survival benefit of corticosteroids in septic shock remains uncertain.

OBJECTIVE To estimate the individual treatment effect (ITE) of corticosteroids in adults with septic
shock in intensive care units using machine learning and to evaluate the net benefit of corticosteroids
when the decision to treat is based on the individual estimated absolute treatment effect.

DESIGN, SETTING, AND PARTICIPANTS This cohort study used individual patient data from 4 trials
on steroid supplementation in adults with septic shock as a training cohort to model the ITE using an
ensemble machine learning approach. Data from a double-blinded, placebo-controlled randomized
clinical trial comparing hydrocortisone with placebo were used for external validation. Data analysis
was conducted from September 2019 to February 2020.

EXPOSURES Intravenous hydrocortisone 50 mg dose every 6 hours for 5 to 7 days with or without
enteral 50 μg of fludrocortisone daily for 7 days. The control was either the placebo or usual care.

MAIN OUTCOMES AND MEASURES All-cause 90-day mortality.

RESULTS A total of 2548 participants were included in the development cohort, with median
(interquartile range [IQR]) age of 66 (55-76) years and 1656 (65.0%) men. The median (IQR)
Simplified Acute Physiology Score (SAPS II) was 55 [42-69], and median (IQR) Sepsis-related Organ
Failure Assessment score on day 1 was 11 (9-13). The crude pooled relative risk (RR) of death at 90
days was 0.89 (95% CI, 0.83 to 0.96) in favor of corticosteroids. According to the optimal individual
model, the estimated median absolute risk reduction was of 2.90% (95% CI, 2.79% to 3.01%). In the
external validation cohort of 75 patients, the area under the curve of the optimal individual model
was 0.77 (95% CI, 0.59 to 0.92). For any number willing to treat (NWT; defined as the acceptable
number of people to treat to avoid 1 additional outcome considering the risk of harm associated with
the treatment) less than 25, the net benefit of treating all patients vs treating nobody was negative.
When the NWT was 25, the net benefit was 0.01 for the treat all with hydrocortisone strategy, −0.01
for treat all with hydrocortisone and fludrocortisone strategy, 0.06 for the treat by SAPS II strategy,
and 0.31 for the treat by optimal individual model strategy. The net benefit of the SAPS II and the
optimal individual model treatment strategies converged to zero for a smaller number willing to
treat, but the individual model was consistently superior than model based on the SAPS II score.

CONCLUSIONS AND RELEVANCE These findings suggest that an individualized treatment strategy
to decide which patient with septic shock to treat with corticosteroids yielded positive net benefit
regardless of potential corticosteroid-associated side effects.

JAMA Network Open. 2020;3(12):e2029050. doi:10.1001/jamanetworkopen.2020.29050

Key Points
Question Can machine learning–
derived estimated individual
corticosteroid therapy effect yield
better results than treat all or treat no
one strategies in adults with
septic shock?

Findings In this cohort study using
individual patient data from 2548
patients in 4 multicenter trials, the
individual estimation-based treatment
strategy always yielded a positive net
benefit. Compared with individual
estimation-based treatment rule,
strategies to treat all patients or to treat
no one were associated with a
worse outcome.

Meaning These findings suggest that
the decision to treat patients with septic
shock with hydrocortisone or
hydrocortisone and fludrocortisone
should be based on the estimated
individual treatment effect as derived
from machine learning.
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estimation performance was similar when using 28-day mortality as the outcome (cross-validated
AUC, 0.74; 95% CI, 0.72 to 0.76; Brier score = 0.20). In the external validation cohort, the AUC of the
optimal individual model of patients was 0.77 (DeLong 95% CI, 0.59 to 0.92), and the Brier score
was 0.28.

The distribution of the ITE for each corticosteroid regimen is illustrated in eFigure 2 in the
Supplement . Using the baseline severity of illness model to decide which treatment individual
patients should be receiving, the estimated mean ARR was of 5.85% (95% CI, 5.73% to 5.97%)
(eFigure 3 in the Supplement). Using the optimal individual model, the estimated mean ARR was of
2.90% (95% CI, 2.79% to 3.01%).

Net Benefit and NWT
As illustrated in Figure 3, the expected net benefit seemed to highly depend on the treatment
strategy. The net benefit of the treat everybody strategy of treating all patients with hydrocortisone
or hydrocortisone with fludrocortisone was positive for any NWT greater than 25, meaning that
treating all patients with hydrocortisone or hydrocortisone with fludrocortisone was superior to
treating no one if the NWT was high (ie, very little harm associated with treatment) but not if the

Figure 1. Model Discrimination
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Figure 2. Optimal Individual Model Calibration
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NWT was low (ie, considerable harm associated with treatment). For an NWT of approximately 25,
the benefits of treating all patients and treating no one were equivalent (net benefit close to zero).
When the NWT decreased to less than 25, the net benefit of treating all patients with hydrocortisone
or with hydrocortisone and fludrocortisone was found to be negative, meaning that treating all
patients with hydrocortisone or hydrocortisone with fludrocortisone was inferior to treating no one.

Using the estimation-based treatment strategies (ie, based on the severity of illness model or
on the optimal individual model) were consistently associated with greater net benefit than treating
all patients, regardless of the NWT (Figure 3). While both estimation-based net benefit curves
converged to zero for very low NWT values, a treatment strategy based on the optimal individual
model was significantly more beneficial than treating based only on the SAPS II. When the NWT was
25, the net benefit was 0.01 for the treat all with hydrocortisone strategy and −0.01 for the treat all
with hydrocortisone and fludrocortisone strategy at the cost of treating 100% of patients; the net
benefit was 0.06 for the treat by SAPS II strategy at the cost of treating 13.3% of patients 0.31 for the
treat by optimal individual model strategy at the cost of treating 14.9% of patients. eFigure 4 in the
Supplement illustrates the net benefit according to the proportion of patients who received the
treatment for each estimation-based strategy. None of these results were substantially altered when
using 28-day mortality as the outcome. The net benefit associated with the optimal individual model
in the external validation cohort is illustrated in eFigure 5 in the Supplement.

Interpretation for Clinical Practice
eTable 4 in the Supplement illustrates the difference in characteristics between the patients with a
low estimated ITE (first quartile of the ITE distribution) vs high predicted ITE (last quartile of the ITE
distribution). eFigure 6 in the Supplement proposes a decision tree for an NWT of 50, corresponding
to a decision threshold of 0.02.

Discussion
This cohort study found that a personalized approach based on the estimated ITE to decide if a
patient with septic shock should be treated with corticosteroids was never harmful to the patients,
regardless of potential corticosteroid-related adverse effects. Conversely, a treatment policy based
on the ATE (ie, treat all patients or treat no one) identified from RCTs and meta-analyses may
generate more harm than benefit at the individual level.

Figure 3. Expected Net Benefit Based on the Number Willing to Treat (NWT)
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The y-axis is the net benefit for each treatment
strategy compared with treating no one. Treating no
one served as a reference and is equal to zero. For treat
all patients and treat based on the Simplified Acute
Physiology Score (SAPS II), the treatment considered
is either hydrocortisone alone or hydrocortisone with
fludrocortisone. For the optimal individual model, the
treatment is the one expected to produce the maximal
effect at the individual level. The x-axis is the NWT,
which is equal to 1 / decision threshold. Shading
indicates 95% CI.
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Abstract

IMPORTANCE The survival benefit of corticosteroids in septic shock remains uncertain.

OBJECTIVE To estimate the individual treatment effect (ITE) of corticosteroids in adults with septic
shock in intensive care units using machine learning and to evaluate the net benefit of corticosteroids
when the decision to treat is based on the individual estimated absolute treatment effect.

DESIGN, SETTING, AND PARTICIPANTS This cohort study used individual patient data from 4 trials
on steroid supplementation in adults with septic shock as a training cohort to model the ITE using an
ensemble machine learning approach. Data from a double-blinded, placebo-controlled randomized
clinical trial comparing hydrocortisone with placebo were used for external validation. Data analysis
was conducted from September 2019 to February 2020.

EXPOSURES Intravenous hydrocortisone 50 mg dose every 6 hours for 5 to 7 days with or without
enteral 50 μg of fludrocortisone daily for 7 days. The control was either the placebo or usual care.

MAIN OUTCOMES AND MEASURES All-cause 90-day mortality.

RESULTS A total of 2548 participants were included in the development cohort, with median
(interquartile range [IQR]) age of 66 (55-76) years and 1656 (65.0%) men. The median (IQR)
Simplified Acute Physiology Score (SAPS II) was 55 [42-69], and median (IQR) Sepsis-related Organ
Failure Assessment score on day 1 was 11 (9-13). The crude pooled relative risk (RR) of death at 90
days was 0.89 (95% CI, 0.83 to 0.96) in favor of corticosteroids. According to the optimal individual
model, the estimated median absolute risk reduction was of 2.90% (95% CI, 2.79% to 3.01%). In the
external validation cohort of 75 patients, the area under the curve of the optimal individual model
was 0.77 (95% CI, 0.59 to 0.92). For any number willing to treat (NWT; defined as the acceptable
number of people to treat to avoid 1 additional outcome considering the risk of harm associated with
the treatment) less than 25, the net benefit of treating all patients vs treating nobody was negative.
When the NWT was 25, the net benefit was 0.01 for the treat all with hydrocortisone strategy, −0.01
for treat all with hydrocortisone and fludrocortisone strategy, 0.06 for the treat by SAPS II strategy,
and 0.31 for the treat by optimal individual model strategy. The net benefit of the SAPS II and the
optimal individual model treatment strategies converged to zero for a smaller number willing to
treat, but the individual model was consistently superior than model based on the SAPS II score.

CONCLUSIONS AND RELEVANCE These findings suggest that an individualized treatment strategy
to decide which patient with septic shock to treat with corticosteroids yielded positive net benefit
regardless of potential corticosteroid-associated side effects.

JAMA Network Open. 2020;3(12):e2029050. doi:10.1001/jamanetworkopen.2020.29050

Key Points
Question Can machine learning–
derived estimated individual
corticosteroid therapy effect yield
better results than treat all or treat no
one strategies in adults with
septic shock?

Findings In this cohort study using
individual patient data from 2548
patients in 4 multicenter trials, the
individual estimation-based treatment
strategy always yielded a positive net
benefit. Compared with individual
estimation-based treatment rule,
strategies to treat all patients or to treat
no one were associated with a
worse outcome.

Meaning These findings suggest that
the decision to treat patients with septic
shock with hydrocortisone or
hydrocortisone and fludrocortisone
should be based on the estimated
individual treatment effect as derived
from machine learning.
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The optimal treatment given a set of baseline variables is found using the W -specific variable
importance parameter:

 (W ) = E(Y |A = 1, W )� E(Y |A = 0, W ) (19.1)

 (W ) is the additive risk difference of treatment A for a specific level of the prognostic vari-
ables W . The conditional distribution of Y given W is defined as {Y |W} ⇠ Bernoulli(⇡Y ).
The subscript W is assumed on ⇡Y and left off for clarity of the notation. Adding the treat-
ment variable A into the conditioning statement we define {Y |A = 1, W} ⇠ Bernoulli(⇡+1)

and {Y |A = 0, W} ⇠ Bernoulli(⇡�1). Again the subscript W is dropped for clarity but
assumed throughout the paper. The parameter of interest can be expressed as  (W ) =

⇡+1 � ⇡�1. For a given value of W ,  (W ) will fall into one of three intervals with each
interval leading to a different treatment decision. The three intervals for  (W ) are:

1.  (W ) > 0 : indicating a beneficial effect of the intervention A = 1.

2.  (W ) = 0 : indicating no effect of the intervention A.

3.  (W ) < 0 : indicating a harmful effect of the intervention A = 1.

Knowledge of  (W ) directly relates to knowledge of the optimal treatment.

As noted in [1], the parameter of interest can be expressed as:

 (W ) = E

✓✓
I(A = 1)

⇧A
� I(A = 0)

1� ⇧A

◆
Y |W

◆
. (19.2)

When ⇧A = 0.5, the conditional expectation in equation (19.2) can be modeled with the
regression of Y (A� (1�A)) on W . Let Z = Y (A� (1�A)) and since A and Y are binary
variables:

Z =

8
>>>><

>>>>:

+1 if Y = 1 & A = 1

0 if Y = 0

�1 if Y = 1 & A = 0

The observed values of Z follow a multinomial distribution. The parameter  (W ) will be
high dimensional in most settings and the components of  (W ) are effect modifications
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between W and the treatment A on the response Y . The parameter can be estimated with
a model  (W ) = m(W |�). The functional form of m(W |�) can be specified a priori, but
since the components of the model represent effect modifications, knowledge of a reasonable
model may not be available and we recommend a flexible approach called the super learner
(described in the next section) for estimating  (W ). In many cases a simple linear model
may work well for m(W |�), but as the true functional form of  (W ) becomes more complex,
the super learner gives the researcher flexibility in modeling the optimal treatment function.
With the squared error loss function for a specific model m(W |�), the parameter estimates
are:

�n = arg min
�

nX

i=1

(Zi �m(Wi|�))2 (19.3)

The treatment decision for a new individual with covariates W = w is to treat with A = 1

if m(w|�n) > 0, otherwise treat with A = 0.

A normal super learner model for m(W |�) would allow for a flexible relationship between
W and Z but these models do not respect the fact that  (W ) is bounded between�1 and +1.
The regression of Z on W does not use the information that the parameter  (W ) = ⇡+1�⇡�1

is bounded between �1 and +1. The estimates in equation (19.3) have a nice interpretation
since the model predicts the additive difference in survival probabilities. In proposing an
alternative method, we wanted to retain the interpretation of an additive effect measure but
incorporate the constrains on the distributions. Starting with the parameter of interest in
equation (19.1) we add a scaling value based on the conditional distribution of Y given W

as in:
 0(W ) =

EP (Y |A = 1, W )� EP (Y |A = 0, W )

EP (Y |W )
=

⇡+1 � ⇡�1

⇡Y
(19.4)

Since ⇡Y = Pr(Y = 1|W ) = Pr(Z 6= 0|W ), the new parameter  0(W ) = E(Z|Z 6= 0, W ).
When we restrict the data to the cases with Z 6= 0 (i.e. Y = 1) the outcome becomes
a binary variable and binary regression methods can be implemented. For example, the
logistic regression model:

logit (Pr(Z = 1|Z 6= 0, W )) = m
0(Wi|�) (19.5)

The treatment decision is based on m
0(Wi|�n) > 0 where �n is the maximum likelihood
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Causality assumptions

Interpretable	
Machine	Learning



INTEGRATE MEDICAL EXPERTISE
AND	PROMOTE ADOPTION



Unfortunately, superior performance on a task as measured on
test sets derived from the same empirical distribution, is often
considered as evidence that real knowledge has been captured
by a model. In a recent study, CheXNet: Radiologist-Level
Pneumonia Detection on Chest X-Rays with Deep Learning,
investigators observed that a convolutional neural network
(CNN) outperformed radiologists in overall accuracy (6). A
subsequent study revealed that the CNN was basing some of its
predictions on image artifacts that identified hospitals with
higher prevalence of pneumonia or discriminated regular from
portable radiographs (the latter is undertaken on sicker pa-
tients), while pathology present in the image was sometimes
disregarded (7). It was also shown that performance declined
when a model trained with data from one hospital was used to
predict data from another (8).
Among the biggest challenges for ML in high-stakes applica-

tions like medicine is to automatically extract and incorporate
prior knowledge that allows ML algorithms to generalize to new
cases and learn with less data. In this study, we hypothesized that
combining the extensive prior knowledge of causal and correla-
tional physiological relationships that human experts possess
with a machine-learned model would increase model generalizability,
i.e., out-of-sample performance. We introduce expert-augmented
machine learning (EAML), a methodology to automatically ac-
quire problem-specific priors and incorporate them into an ML

model. The procedure allows training models with 1) less data
that are 2) more robust to changes in the underlying variable
distributions and 3) resistant to performance decay with time.
Rather than depending on hard-coded and incomplete rule sets,
like the early expert systems did, or relying on potentially spu-
rious correlations like current ML algorithms often do, EAML
guides the acquisition of prior knowledge to improve the final ML
model. We demonstrate the value of EAML using the Multipa-
rameter Intelligent Monitoring in Intensive Care (MIMIC) data-
set collected at the Beth Israel Deaconess Medical Center
(BIDMC) between 2001 and 2012 and released by the PhysioNet
team to predict mortality among intensive-care unit (ICU) pa-
tients (9, 10).

EAML Generates Problem-Specific Priors from Human
Domain Experts
To automate the generation of problem-specific priors, we developed
a multistep approach (see Methods and summary in Fig. 1). First,
we trained RuleFit on the MIMIC-II ICU dataset collected at the
BIDMC between 2001 and 2008 to predict hospital mortality us-
ing 17 demographic and physiologic input variables that are in-
cluded in popular ICU scoring systems (11–13). This yielded 126
rules with nonzero coefficients. Using a 70%/30% training/test
split on the 24,508 cases, RuleFit achieved a test set balanced ac-
curacy of 74.4 compared to 67.3 for a Random Forest. Previously,

Fig. 1. Overview of the methods. RuleFit involves 1) training a gradient boosting model on the input data, 2) converting boosted trees to rules by con-
catenating conditions from the root node to each leaf node, and 3) training an L1-regularized (LASSO) logistic regression model. Each rule defines a sub-
population that satisfies all conditions in the rule. Clinician experts assess the mortality risk of the subpopulation defined by each rule compared to the whole
sample on a web application. For each rule, delta ranking is calculated as the difference between the subpopulation’s empirical risk as suggested by the data
and the clinicians’ estimate. A final model is trained by reducing the influence of those rules with highest delta ranking. This forms an efficient procedure
where experts are asked to assess 126 simple rules of 3 to 5 variables each instead of assessing 24,508 cases with 17 variables each.
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Machine learning is proving invaluable across disciplines. How-
ever, its success is often limited by the quality and quantity of
available data, while its adoption is limited by the level of trust
afforded by given models. Human vs. machine performance is
commonly compared empirically to decide whether a certain task
should be performed by a computer or an expert. In reality, the
optimal learning strategy may involve combining the complemen-
tary strengths of humans and machines. Here, we present expert-
augmented machine learning (EAML), an automated method that
guides the extraction of expert knowledge and its integration into
machine-learned models. We used a large dataset of intensive-care
patient data to derive 126 decision rules that predict hospital
mortality. Using an online platform, we asked 15 clinicians to
assess the relative risk of the subpopulation defined by each rule
compared to the total sample. We compared the clinician-assessed
risk to the empirical risk and found that, while clinicians agreed
with the data in most cases, there were notable exceptions where
they overestimated or underestimated the true risk. Studying the
rules with greatest disagreement, we identified problems with the
training data, including one miscoded variable and one hidden
confounder. Filtering the rules based on the extent of disagreement
between clinician-assessed risk and empirical risk, we improved
performance on out-of-sample data and were able to train with less
data. EAML provides a platform for automated creation of problem-
specific priors, which help build robust and dependable machine-
learning models in critical applications.

machine learning | medicine | computational medicine

Machine-learning (ML) algorithms are proving increasingly
successful in a wide range of applications but are often

data inefficient and may fail to generalize to new cases. In con-
trast, humans are able to learn with significantly less data by using
prior knowledge. Creating a general methodology to extract and
capitalize on human prior knowledge is fundamental for the future
of ML. Expert systems, introduced in the 1960s and popularized
in the 1980s and early 1990s, were an attempt to emulate human
decision-making in order to address artificial intelligence problems
(1). They involved hard-coding multiple if–then rules laboriously
designed by domain experts. This approach proved problematic
because a very large number of rules was usually required, and
no procedure existed to generate them automatically. In practice,
such methods commonly resulted in an incomplete set of rules and
poor performance. The approach fell out of favor and attention
has since been focused mainly on ML algorithms requiring little to
no human intervention. More recently, the Prognosis Research
Strategy Partnership of the United Kingdom’s Medical Research
Council has published a series of recommendations to establish a
framework for clinical predictive model development, which em-
phasize the important of human expert supervision of model
training, validation, and updating (2, 3).
Learning algorithms map a set of features to an outcome of

interest by taking advantage of the correlation structure of the

data. The success of this mapping will depend on several factors,
other than the amount of actual information present in the cova-
riates (also known as features, also known as independent vari-
ables), including the amount of noise in the data, the presence of
hidden confounders, and the number of available training ex-
amples. Lacking any general knowledge of the world, it is no
surprise that current ML algorithms will often make mistakes
that would appear trivial to a human. For example, in a classic
study, an algorithm trained to estimate the probability of death
from pneumonia labeled asthmatic patients as having a lower
risk of death than nonasthmatics (4). While misleading, the
prediction was based on a real correlation in the data: These
patients were reliably treated faster and more aggressively, as
they should, resulting in consistently better outcomes. Out of
context, misapplication of such models could lead to cata-
strophic results (if, for example, an asthmatic patient was dis-
charged prematurely or undertreated). In a random dataset
collected to illustrate the widespread existence of confounders
in medicine, it was found that colon cancer screening and ab-
normal breast findings were highly correlated to the risk of
having a stroke, with no apparent clinical justification (5).

Significance

Machine learning is increasingly used across fields to derive
insights from data, which further our understanding of the
world and help us anticipate the future. The performance of
predictive modeling is dependent on the amount and quality of
available data. In practice, we rely on human experts to per-
form certain tasks and on machine learning for others. How-
ever, the optimal learning strategy may involve combining the
complementary strengths of humans and machines. We present
expert-augmented machine learning, an automated way to auto-
matically extract problem-specific human expert knowledge and
integrate it with machine learning to build robust, dependable,
and data-efficient predictive models.
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afforded by given models. Human vs. machine performance is
commonly compared empirically to decide whether a certain task
should be performed by a computer or an expert. In reality, the
optimal learning strategy may involve combining the complemen-
tary strengths of humans and machines. Here, we present expert-
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data. EAML provides a platform for automated creation of problem-
specific priors, which help build robust and dependable machine-
learning models in critical applications.
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Machine-learning (ML) algorithms are proving increasingly
successful in a wide range of applications but are often

data inefficient and may fail to generalize to new cases. In con-
trast, humans are able to learn with significantly less data by using
prior knowledge. Creating a general methodology to extract and
capitalize on human prior knowledge is fundamental for the future
of ML. Expert systems, introduced in the 1960s and popularized
in the 1980s and early 1990s, were an attempt to emulate human
decision-making in order to address artificial intelligence problems
(1). They involved hard-coding multiple if–then rules laboriously
designed by domain experts. This approach proved problematic
because a very large number of rules was usually required, and
no procedure existed to generate them automatically. In practice,
such methods commonly resulted in an incomplete set of rules and
poor performance. The approach fell out of favor and attention
has since been focused mainly on ML algorithms requiring little to
no human intervention. More recently, the Prognosis Research
Strategy Partnership of the United Kingdom’s Medical Research
Council has published a series of recommendations to establish a
framework for clinical predictive model development, which em-
phasize the important of human expert supervision of model
training, validation, and updating (2, 3).
Learning algorithms map a set of features to an outcome of

interest by taking advantage of the correlation structure of the

data. The success of this mapping will depend on several factors,
other than the amount of actual information present in the cova-
riates (also known as features, also known as independent vari-
ables), including the amount of noise in the data, the presence of
hidden confounders, and the number of available training ex-
amples. Lacking any general knowledge of the world, it is no
surprise that current ML algorithms will often make mistakes
that would appear trivial to a human. For example, in a classic
study, an algorithm trained to estimate the probability of death
from pneumonia labeled asthmatic patients as having a lower
risk of death than nonasthmatics (4). While misleading, the
prediction was based on a real correlation in the data: These
patients were reliably treated faster and more aggressively, as
they should, resulting in consistently better outcomes. Out of
context, misapplication of such models could lead to cata-
strophic results (if, for example, an asthmatic patient was dis-
charged prematurely or undertreated). In a random dataset
collected to illustrate the widespread existence of confounders
in medicine, it was found that colon cancer screening and ab-
normal breast findings were highly correlated to the risk of
having a stroke, with no apparent clinical justification (5).

Significance

Machine learning is increasingly used across fields to derive
insights from data, which further our understanding of the
world and help us anticipate the future. The performance of
predictive modeling is dependent on the amount and quality of
available data. In practice, we rely on human experts to per-
form certain tasks and on machine learning for others. How-
ever, the optimal learning strategy may involve combining the
complementary strengths of humans and machines. We present
expert-augmented machine learning, an automated way to auto-
matically extract problem-specific human expert knowledge and
integrate it with machine learning to build robust, dependable,
and data-efficient predictive models.
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Machine learning is proving invaluable across disciplines. How-
ever, its success is often limited by the quality and quantity of
available data, while its adoption is limited by the level of trust
afforded by given models. Human vs. machine performance is
commonly compared empirically to decide whether a certain task
should be performed by a computer or an expert. In reality, the
optimal learning strategy may involve combining the complemen-
tary strengths of humans and machines. Here, we present expert-
augmented machine learning (EAML), an automated method that
guides the extraction of expert knowledge and its integration into
machine-learned models. We used a large dataset of intensive-care
patient data to derive 126 decision rules that predict hospital
mortality. Using an online platform, we asked 15 clinicians to
assess the relative risk of the subpopulation defined by each rule
compared to the total sample. We compared the clinician-assessed
risk to the empirical risk and found that, while clinicians agreed
with the data in most cases, there were notable exceptions where
they overestimated or underestimated the true risk. Studying the
rules with greatest disagreement, we identified problems with the
training data, including one miscoded variable and one hidden
confounder. Filtering the rules based on the extent of disagreement
between clinician-assessed risk and empirical risk, we improved
performance on out-of-sample data and were able to train with less
data. EAML provides a platform for automated creation of problem-
specific priors, which help build robust and dependable machine-
learning models in critical applications.
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of ML. Expert systems, introduced in the 1960s and popularized
in the 1980s and early 1990s, were an attempt to emulate human
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(1). They involved hard-coding multiple if–then rules laboriously
designed by domain experts. This approach proved problematic
because a very large number of rules was usually required, and
no procedure existed to generate them automatically. In practice,
such methods commonly resulted in an incomplete set of rules and
poor performance. The approach fell out of favor and attention
has since been focused mainly on ML algorithms requiring little to
no human intervention. More recently, the Prognosis Research
Strategy Partnership of the United Kingdom’s Medical Research
Council has published a series of recommendations to establish a
framework for clinical predictive model development, which em-
phasize the important of human expert supervision of model
training, validation, and updating (2, 3).
Learning algorithms map a set of features to an outcome of

interest by taking advantage of the correlation structure of the

data. The success of this mapping will depend on several factors,
other than the amount of actual information present in the cova-
riates (also known as features, also known as independent vari-
ables), including the amount of noise in the data, the presence of
hidden confounders, and the number of available training ex-
amples. Lacking any general knowledge of the world, it is no
surprise that current ML algorithms will often make mistakes
that would appear trivial to a human. For example, in a classic
study, an algorithm trained to estimate the probability of death
from pneumonia labeled asthmatic patients as having a lower
risk of death than nonasthmatics (4). While misleading, the
prediction was based on a real correlation in the data: These
patients were reliably treated faster and more aggressively, as
they should, resulting in consistently better outcomes. Out of
context, misapplication of such models could lead to cata-
strophic results (if, for example, an asthmatic patient was dis-
charged prematurely or undertreated). In a random dataset
collected to illustrate the widespread existence of confounders
in medicine, it was found that colon cancer screening and ab-
normal breast findings were highly correlated to the risk of
having a stroke, with no apparent clinical justification (5).

Significance

Machine learning is increasingly used across fields to derive
insights from data, which further our understanding of the
world and help us anticipate the future. The performance of
predictive modeling is dependent on the amount and quality of
available data. In practice, we rely on human experts to per-
form certain tasks and on machine learning for others. How-
ever, the optimal learning strategy may involve combining the
complementary strengths of humans and machines. We present
expert-augmented machine learning, an automated way to auto-
matically extract problem-specific human expert knowledge and
integrate it with machine learning to build robust, dependable,
and data-efficient predictive models.
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Machine learning is proving invaluable across disciplines. How-
ever, its success is often limited by the quality and quantity of
available data, while its adoption is limited by the level of trust
afforded by given models. Human vs. machine performance is
commonly compared empirically to decide whether a certain task
should be performed by a computer or an expert. In reality, the
optimal learning strategy may involve combining the complemen-
tary strengths of humans and machines. Here, we present expert-
augmented machine learning (EAML), an automated method that
guides the extraction of expert knowledge and its integration into
machine-learned models. We used a large dataset of intensive-care
patient data to derive 126 decision rules that predict hospital
mortality. Using an online platform, we asked 15 clinicians to
assess the relative risk of the subpopulation defined by each rule
compared to the total sample. We compared the clinician-assessed
risk to the empirical risk and found that, while clinicians agreed
with the data in most cases, there were notable exceptions where
they overestimated or underestimated the true risk. Studying the
rules with greatest disagreement, we identified problems with the
training data, including one miscoded variable and one hidden
confounder. Filtering the rules based on the extent of disagreement
between clinician-assessed risk and empirical risk, we improved
performance on out-of-sample data and were able to train with less
data. EAML provides a platform for automated creation of problem-
specific priors, which help build robust and dependable machine-
learning models in critical applications.
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successful in a wide range of applications but are often

data inefficient and may fail to generalize to new cases. In con-
trast, humans are able to learn with significantly less data by using
prior knowledge. Creating a general methodology to extract and
capitalize on human prior knowledge is fundamental for the future
of ML. Expert systems, introduced in the 1960s and popularized
in the 1980s and early 1990s, were an attempt to emulate human
decision-making in order to address artificial intelligence problems
(1). They involved hard-coding multiple if–then rules laboriously
designed by domain experts. This approach proved problematic
because a very large number of rules was usually required, and
no procedure existed to generate them automatically. In practice,
such methods commonly resulted in an incomplete set of rules and
poor performance. The approach fell out of favor and attention
has since been focused mainly on ML algorithms requiring little to
no human intervention. More recently, the Prognosis Research
Strategy Partnership of the United Kingdom’s Medical Research
Council has published a series of recommendations to establish a
framework for clinical predictive model development, which em-
phasize the important of human expert supervision of model
training, validation, and updating (2, 3).
Learning algorithms map a set of features to an outcome of

interest by taking advantage of the correlation structure of the

data. The success of this mapping will depend on several factors,
other than the amount of actual information present in the cova-
riates (also known as features, also known as independent vari-
ables), including the amount of noise in the data, the presence of
hidden confounders, and the number of available training ex-
amples. Lacking any general knowledge of the world, it is no
surprise that current ML algorithms will often make mistakes
that would appear trivial to a human. For example, in a classic
study, an algorithm trained to estimate the probability of death
from pneumonia labeled asthmatic patients as having a lower
risk of death than nonasthmatics (4). While misleading, the
prediction was based on a real correlation in the data: These
patients were reliably treated faster and more aggressively, as
they should, resulting in consistently better outcomes. Out of
context, misapplication of such models could lead to cata-
strophic results (if, for example, an asthmatic patient was dis-
charged prematurely or undertreated). In a random dataset
collected to illustrate the widespread existence of confounders
in medicine, it was found that colon cancer screening and ab-
normal breast findings were highly correlated to the risk of
having a stroke, with no apparent clinical justification (5).

Significance

Machine learning is increasingly used across fields to derive
insights from data, which further our understanding of the
world and help us anticipate the future. The performance of
predictive modeling is dependent on the amount and quality of
available data. In practice, we rely on human experts to per-
form certain tasks and on machine learning for others. How-
ever, the optimal learning strategy may involve combining the
complementary strengths of humans and machines. We present
expert-augmented machine learning, an automated way to auto-
matically extract problem-specific human expert knowledge and
integrate it with machine learning to build robust, dependable,
and data-efficient predictive models.
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∆R	:	measure of	disagreement for	a	rule (=	node)	
between doctors and	machine	

(	0	:		no	disagreement;	 5	:	max	disagreement)
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Machine learning is proving invaluable across disciplines. How-
ever, its success is often limited by the quality and quantity of
available data, while its adoption is limited by the level of trust
afforded by given models. Human vs. machine performance is
commonly compared empirically to decide whether a certain task
should be performed by a computer or an expert. In reality, the
optimal learning strategy may involve combining the complemen-
tary strengths of humans and machines. Here, we present expert-
augmented machine learning (EAML), an automated method that
guides the extraction of expert knowledge and its integration into
machine-learned models. We used a large dataset of intensive-care
patient data to derive 126 decision rules that predict hospital
mortality. Using an online platform, we asked 15 clinicians to
assess the relative risk of the subpopulation defined by each rule
compared to the total sample. We compared the clinician-assessed
risk to the empirical risk and found that, while clinicians agreed
with the data in most cases, there were notable exceptions where
they overestimated or underestimated the true risk. Studying the
rules with greatest disagreement, we identified problems with the
training data, including one miscoded variable and one hidden
confounder. Filtering the rules based on the extent of disagreement
between clinician-assessed risk and empirical risk, we improved
performance on out-of-sample data and were able to train with less
data. EAML provides a platform for automated creation of problem-
specific priors, which help build robust and dependable machine-
learning models in critical applications.

machine learning | medicine | computational medicine

Machine-learning (ML) algorithms are proving increasingly
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data inefficient and may fail to generalize to new cases. In con-
trast, humans are able to learn with significantly less data by using
prior knowledge. Creating a general methodology to extract and
capitalize on human prior knowledge is fundamental for the future
of ML. Expert systems, introduced in the 1960s and popularized
in the 1980s and early 1990s, were an attempt to emulate human
decision-making in order to address artificial intelligence problems
(1). They involved hard-coding multiple if–then rules laboriously
designed by domain experts. This approach proved problematic
because a very large number of rules was usually required, and
no procedure existed to generate them automatically. In practice,
such methods commonly resulted in an incomplete set of rules and
poor performance. The approach fell out of favor and attention
has since been focused mainly on ML algorithms requiring little to
no human intervention. More recently, the Prognosis Research
Strategy Partnership of the United Kingdom’s Medical Research
Council has published a series of recommendations to establish a
framework for clinical predictive model development, which em-
phasize the important of human expert supervision of model
training, validation, and updating (2, 3).
Learning algorithms map a set of features to an outcome of

interest by taking advantage of the correlation structure of the

data. The success of this mapping will depend on several factors,
other than the amount of actual information present in the cova-
riates (also known as features, also known as independent vari-
ables), including the amount of noise in the data, the presence of
hidden confounders, and the number of available training ex-
amples. Lacking any general knowledge of the world, it is no
surprise that current ML algorithms will often make mistakes
that would appear trivial to a human. For example, in a classic
study, an algorithm trained to estimate the probability of death
from pneumonia labeled asthmatic patients as having a lower
risk of death than nonasthmatics (4). While misleading, the
prediction was based on a real correlation in the data: These
patients were reliably treated faster and more aggressively, as
they should, resulting in consistently better outcomes. Out of
context, misapplication of such models could lead to cata-
strophic results (if, for example, an asthmatic patient was dis-
charged prematurely or undertreated). In a random dataset
collected to illustrate the widespread existence of confounders
in medicine, it was found that colon cancer screening and ab-
normal breast findings were highly correlated to the risk of
having a stroke, with no apparent clinical justification (5).

Significance

Machine learning is increasingly used across fields to derive
insights from data, which further our understanding of the
world and help us anticipate the future. The performance of
predictive modeling is dependent on the amount and quality of
available data. In practice, we rely on human experts to per-
form certain tasks and on machine learning for others. How-
ever, the optimal learning strategy may involve combining the
complementary strengths of humans and machines. We present
expert-augmented machine learning, an automated way to auto-
matically extract problem-specific human expert knowledge and
integrate it with machine learning to build robust, dependable,
and data-efficient predictive models.
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Combining Machine	Learning	and	Medical
Expertise	to	re-define clinical Guidelines

Optimal	bundle	of	care	in	severe trauma	patients

90 recommendation items

100 recommendation items 
concerning hemorrhagic shock

5 items cannot be applied within first 24 
hours 
5 items with no direct and measurable 
therapeutic impact

28 items are duplicates 
4 conflicting items between European and 
French guidelines

58 recommendation items

24 recommendation items

34 recommendations not assessable with 
TraumaBase database. 

260 recommendation items 
concerning trauma patient 21 items concern only pelvic trauma

48 items concern only thoracic trauma
53 items concern only spine trauma

38 recommendation items 
concerning trauma brain injury

2 items cannot be applied within first 24 
hours 
5 items concern pediatric trauma

31 recommendation items

30 recommendation items

12 recommendation items

1 conflicting items between European and 
French guidelines

18 recommendations not assessable with 
TraumaBase database. 



Combining	Machine	Learning	and	Medical	
Expertise	to	re-define	clinical	Guidelines

Hemorrhagic shock Study population n= 1049 Validation cohort n= 365
Mortality P value Mortality P value

group 2 vs group 1 93/405 (22.9%) vs 181/600 (30.2%) 0.01 16/63 (25.4%) vs 92/286 (32.1%) 0.03
group 2 vs group 3 93/405 (22.9%) vs 7/44 (15.9%) 0.16 16/63 (25.4%) vs 3/16 (18.8%) 0.56

group 2 vs group 1 & 3 93/405 (22.9%) vs 188/644 (29.2%) 0.01 16/63 (25.4%) vs 95/302 (31.5%) 0.01

Trauma brain injury Study population n = 3630 Validation cohort n= 1325
Mortality P value Mortality P value

group 2 vs group 1 159/1567 (12.9%) vs 668/1886 (35.4%) < 0.001 64/378 (16.9%) vs 315/640 (49.2%) 0.04
group 2 vs group 3 159/1567 (12.9%) vs 3/177 (4.8%) 0.45 64/378 (16.9%) vs 16/307 (5.2%) 0.26
group 2 vs group 1 & 3 159/1567 (12.9%)  vs 671/2063 (32.5%) < 0.001 64/378 (16.9%) vs 331/947 (35.0%) < 0.001
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Based on g(W ), we can define a transform resulting in new outcome of interest Y ⇤ :

Y
⇤ = {I(A = 1)

g(W )
� I(A = 0)

1� g(W )
}Y. (4)

[Alan]The motivation of this this transform is (under standard assumptions) E(Y ⇤ |
W ) = E(Y1 � Y0 | W ). Thus, a regression of Y ⇤ versus W will yield a prediction function
forE(Y1 � Y0 | W ). As g(W ) is usually not known, it has to be estimated from the data.
In order to avoid any assumption regarding the shape of the relationship between A and W
(and because consistency of the procedure relies on getting “su�ciently” close to the real
g(W )) we propose to use an ”agnostic”, data-adaptive, machine-learning approach, such as
the SuperLearner [alan], [TL]. [Alan]Note, there are other transformations one could use,
including the so-called double robust transformation (REF).

2.3 Optimized Decision Tree

2.3.1 Tree-Based Estimation of  

The goal is to create the strata V ⇢ W that justify uniform treatment decisions based on
 (V ).

Let  ̂(V ) be a decision tree estimator for our target parameter  :

 ̂(V ) = E{✓̂(W )|V ⇢ W} (5)

where V are subspaces of W that are represented by the nodes in the tree.

One might want to define a treatment rule based on a threshold � to decide when to allocate
treatment A, e.g., do not give A if the outcome of interest Y ⇤  �, give A if Y ⇤

> �. In the
particular situation where � = 0, the true outcome of interest is the sign of Y ⇤. Hence, let:

Y
⇤⇤ = I(Y ⇤

> 0). (6)

Then Y
⇤⇤

> 0 stands for a beneficial treatment while Y ⇤⇤  0 stands for a null or deleterious
treatment e↵ect.

The estimator in (5) can be reformulated as:

 ̂(V ) = E{Y ⇤⇤|V ⇢ W}. (7)
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From (4) and (5), we can rewrite our estimator as follows:

 ̂(V ) = E{E(
I(A = 1)

ĝ(A = 1|W )
)Y � E(

I(A = 0)

ĝ(A = 0|W )
)Y |V ⇢ W}. (8)

After estimating the blip function from the observed data as described in section 2.2, we
propose to estimate the full parameter in (8) using a decision tree. While doing that on a
finite sample, we want to minimize average treatment assignment misclassification within
the strata in V , i.e., minimize I(d(V ) 6= d(W )). When using standard classification tree
methods to estimate the parameter in (8), one assumes FP and FN are equally important.

One of the advantages of our proposed method is that it can incorporate di↵erent weights
to the two di↵erent possible errors in treatment assignment: given treatment when the true
optimal rule suggests otherwise and visa versa. This is done because, depending on the
clinical scenario, errors can range from inconsequential to fatal. Our method incorporates
the relative consequences of treatment errors and define misclassification in this context as
a weighted combination of false assignment of treatment (FP) and false assignment of no
treatment (FN) errors.

2.3.2 Optimized Tree-Based Estimation of  

The augmented tree-based method presented here is a procedure that uses cross-validated,
variance-bias trade-o↵ to choose the most refined level of stratification in order to minimize
misclassification rate, incorporating di↵erential impacts for a FP versus FN. This new tree-
based estimator is characterized by a tuning parameter ↵. This tuning parameter, ↵, is a loss
matrix composed of user-supplied weights (↵FP ,↵FN applied to falsely given treatment to
patient where it was not indicated and falsely withholding treatment when it is, respectively
(see table ??). In this case, we treat the rule based on all covariates and true distribution
(as above) as d(W ) and that based on a histogram (tree-type) regression on W as d̂ where
V is shorthand for partitions made on a subset of W .

[Alan]The original notation doesn’t work (I don’t think). I made a stab at it, but should
look it over, modify as necessary, and change the notation throughout to match.

Table 1: Treatment Missclassification as function of Cut-O↵ ↵

d̂(V ) = 0 d̂(V ) = 1
d(W ) = 0 0 ↵FP

d(W ) = 1 ↵FN 0

A goal is to optimize the tuning parameter ↵, i.e., the loss matrix in a way that:

↵
⇤ = argmin↵E0 (R( ↵(V ), O)) (9)
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Rethinking Blood Ratios in Massive Transfusion for Trauma Patients: a

dynamic machine learning analysis of PROPPR study

Minh Nguyen, Alan Hubbard, Mitchell J Cohen, Romain Pirracchio, Minh Nguyenc, Alan Hubbardc,
Mitchell J Cohenb, Romain Pirracchioa,b,c,1,⇤

a
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Abstract

Background -Massive blood transfusions required for patients with severe trauma are given with di↵erent ratios of blood
products with little evidenced-based guidance. The PROPPR study, a recent randomized controlled trial on the e↵ectiveness
of di↵erent blood product ratios failed to show any benefit of high Plasma : Platelets : Red Blood Cells ratios on mortality.
However, in trauma patients, the transfusion strategy is a highly dynamic process in which the clinicians constantly adjust the
transfusion ratios based on patients’ evolution including the expected time-to-hemostasis. A standard analysis of the data from
a randomized controlled trial might not account for such a dynamic process. In this paper, using semi-parametric machine
learning technique and causal inference, we estimated the relationship between transfusion ratios and outcomes (mortality and
hemostasis) at di↵erent time-points during the first 24 hours.

Methods - PROPPR study included 680 patients with severe trauma who required a massive blood transfusion. It is
a randomized control trial where eligible patients were assigned into two groups to be transfused with blood products of 1:1:1
vs 1:1:2 ratios (Plasma : Platelets : Red Blood Cells). Patients were followed until discharge or up to 30 days after admission.
Super Learner was used to predict health outcomes at multiple cross-sectional time intervals. Simple unadjusted and adjusted
machine-learning based Targeted Maximum Likelihood Estimation (TMLE) approach were used to estimate the e↵ects of blood
product ratios on death and hemostasis duringnthe first 24 hours following hospital admission.

Results - As compared to 1:1:2 ratio, 1:1:1 ratio tended to decrease mortality, especially after 120 mins, but the di↵erence
between the 2 transfusion ratios failed to reach statistical significance. For some time intervals, the 1:1:1 group had no impact
on the probability of hemostasis during the first 150 minutes. Since 180 minutes, high transfusion ratio was associated with a
higher probability of hemostasis, with a di↵erence reaching statistical significance after 240 minutes.

Conclusions - There was no significant di↵erences in mortality when trauma patients were randomized into treatment
groups of 1:1:1 or 1:1:2 blood product ratios. With hemostasis, however, 1:1:1 blood product ratio helped increase the chance of
achieving hemostasis in later time. High ratios seem to benefit to patients in whom hemostatis is di�cult and long to achieve,
while they might not be useful in patients in whome hemostasis is quickly achieved.
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Treatment E↵ect

The average treatment e↵ects (ATE) at each cross-sectional time interval over the first 10 hours and

30-minute interval before the 24th hour after ED arrivals were estimated. The estimates and 95% confidence

intervals are shown in figure 5 for mortality and in figure 6 for hemostasis.

As illustrated in Figure 5, all the ATE estimates in mortality were negative. Using the treatment group

of 1:1:2 blood ratio as the reference group, a negative value of the ATE estimate means that the chance of

dying was lower in patients who were randomized into the treatment group of 1:1:1 blood ratio, although

this di↵erence did not reach statistical significance since all confidence intervals covered zero.

Figure 5: Adjusted TMLE estimates of the average treatment e↵ects (ATE) in mortality with assigned treatments and 95%
confidence intervals during 20 time intervals
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For hemostasis, figure 6 shows a shift towards positive ATE estimates between the 3rd and 4th hour

after hospital admission, meaning that the chance of achieving hemostasis was greater in patients who were

randomized into the treatment group of 1:1:1 blood ratio. The ATE estimates in hemostasis was stable

after 4 hours since hospital admission. Importantly, after the first 8 hours and toward the end, the confi-

dence intervals for the last 6 time intervals did not cover 0, suggesting statistical significance. Accordingly,

the corresponding p-values for these time points were 0.0070, 0.0042, 0.0051, 0.0028, 0.0028, and 0.0066

respectively.

Figure 6: Adjusted TMLE estimates of average treatment e↵ects (ATE) in hemostasis with assigned treatments and 95%
confidence intervals during 20 time intervals
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